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ABSTRACT
In a Software-Defined Wide Area Network (SD-WAN), when a central control
plane is installed it ideally first establishes Transport Layer Security (TLS) tunnels with
edge devices and then forms data plane tunnels, such as Internet Protocol Security (IPsec)
tunnels, which provide end-to-end connectivity between the edge devices.

It is

conventionally considered that the end-to-end connectivity provides more efficiency, but
this may not be true for all types of traffic. For example, there may be scenarios in which
tunnels can be formed between edge devices that are not performance efficient; thereby,
causing exhaustion of central processing unit (CPU) resources, memory resources, etc., as
well as potentially causing scalability issues and/or churning resources used in forming the
tunnels and keeping them alive in an environment. Presented herein are techniques that
provide tunnel establishment mechanisms through which efficient tunnels can be
dynamically formed in SD-WAN network topologies by measuring the feasibility and
desirability of any potential tunnel pair using either centralized or decentralized approaches.
One potential benefit of the technique presented herein is the ability to dynamically provide
the proven, most-efficient path between any two points (nodes) an SD-WAN network
based on the capacity of the network devices involved in establishing and maintaining
network links, along with an evaluation of the appropriateness of establishing such
dynamic linkages.
DETAILED DESCRIPTION
Typically, when a tunnel is established between edge devices in an SD-WAN
topology, the tunnel establishment consumes memory, CPU resource, and other
system/device resources, which can lead to scenarios in which an edge router may not have
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ability to provide an environment (i.e., to support the above parameters), which can burden
the edge device and can cause other adverse effects. Even if an edge router is capable of
providing an environment to establish a tunnel, it may be a possibility, in some instances,
that a backup path is more efficient than a newly formed end-to-end path, based on traffic
resource considerations.
Accordingly, this proposal considers two questions, which serve as a basis that are
used guide techniques presented herein:
1. Can I establish or "bring-up" a particular tunnel?
a. Whenever a tunnel is to be established or brought-up, there are currently no
clear mechanisms that perform a pre-check on resource availability for a
given device nor provide any decision regarding whether it is feasible to
bring-up the tunnel.
2. Should I bring-up this particular tunnel?
a. Even if it feasible to bring-up a tunnel, there are currently no mechanisms
that check whether the tunnel is more efficient and desirable than a current
back-up path.
Consider, for example, a hub-and-spoke SD-WAN topology, as illustrated in Figure
1, below. In a hub-and-spoke SD-WAN topology, it is not necessary that a spoke-to-spoke
tunnel that has been formed to provide a more efficient route to be followed, in comparison
to a packet taking a route that goes through a spoke-hub-spoke path. Thus, this type of
topology presents an opportunity for customizing the process for initiating tunnel-to-tunnel
formation such that when the process to initiate tunnel formation starts between edge
devices, there an opportunity to provide more customized behavior for edge devices. This
proposal provides techniques to address such opportunities.
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Figure 1: Exemplary Hub-and-Spoke SD-WAN Topology
Techniques herein seek to provide a solution that facilitates the dynamic
onboarding of tunnels in order to establish connectivity between edge devices without
compromising device resources and path efficiency.

Accordingly, a comprehensive

solution is provided that can be implemented through either centralized or distributed
approaches.
To begin, consider a centralized approach through which techniques of this
proposal may be implemented through which raw data is processed from devices by a
centralized controller in order to provide an intelligent decision for the "Can I" and "Should
I" questions, as noted above.
Regarding the "Can I" question, this proposal provides that data (CPU resources,
memory, etc.) is extracted from all edges nodes of an SD-WAN network and processed by
the centralized controller in order to determine whether a particular edge node has the
appropriate resources to bring-up a tunnel. Consider the following steps that provide an
overview of the process of this proposal in ‘centralized approach’, as follows:
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Step 1: Resource Check Packet (RCP)
For Step 1, the edge nodes each send a Resource Check Packet (RCP) to the
controller via telemetry or Simple Network Management Protocol (SNMP) polling, as
shown in Figure 2, below.

Figure 2: Resource Check Packet Communication
In

accordance

with

this

proposal,

the

RCP

consists

of

sample

parameters/information associated with edge nodes including, but not limited to, CPU
exhaustion information, memory exhaustion information, total number of tunnels
supported, traffic type/load information, source/destination IP address of edge nodes for
which a decision will be provided for bringing-up a tunnel, and/or the like. It should be
noted, that sending an RCP by an edge node can be triggered again when there is a change
in one or more parameters/information previously shared with the controller.
Step 2: Data Processing
For the second step, the controller processes the data received from edge nodes and
forms a metric based on the parameters contained in the packets (RCPs) received from the
edge nodes, as generally illustrated in Figure 3, below, in which the metric is compared
with an eligibility threshold in order to determine a Node Eligibility Output (NEO) for each
node that indicates a resource capacity of each node.

Node Eligibility Output (NEO)

Figure 3: Metric Generation and NEO Determination
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In various instances, the eligibility threshold could be determined based on static
or dynamic methods. For example, a static method for determining NEO could involve a
predefined threshold that is set by a network administrator or user, based on
characterization of the system utilizing the aforementioned parameters/information. In
another example, a dynamic method for determining NEO could involve a threshold that
is determined by empirically measuring data from a network deployment, or via an
anonymized basis (e.g., from crowdsourced deployments), and using the data to fine-tune
the threshold.
Step 3: Eligibility Node Repository
In Step 3, the controller stored the NEO for each edge node in a database/repository,
for further actions. It is to be understood that the NEO can be unique for each edge node.
Step 4: Feasibility Output (FEO) Determination Based on an 'AND' Operation
Recall, from Step 1, that the RCP sent to the controller can include source and
destination IP addresses of the edge nodes between which a tunnel is to be formed. For the
fourth step, the NEO for two edge nodes between which a tunnel is to be formed is retrieved
from the database/repository for an AND operation, as generally illustrated in Figure 4,
below, in which the result of the AND operation provides an FEO.

Repository of Node
Eligibility Output

Feasibility Output (FEO)

Figure 4: FEO Determination
For the AND operation involving two nodes, the FEO determination will only be a
'YES' if both nodes are eligible for tunnel formation. Stated differently, with reference to
the hub-and-spoke topology shown in Figure 1, if either one of the nodes in a potential
tunnel pair is not feasible (FEO = 'NO'), then an output flag will be sent to both edge nodes
indicating that the nodes are to use a route provided via a spoke-hub-spoke path. The edge
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nodes can, at a later time, send updated data to the controller for processing, if/when the
parameters of an RCP may change, and the steps above can be repeated.
Conversely, if the FEO determination is 'YES', then both nodes are considered to
have the capability and appropriate resources to bring up the tunnel and the controller can
then proceed to determine whether forming of this new spoke-to-spoke tunnel is necessary
and efficient, since there is already a route provided by the spoke-hub-spoke path.
Thus, a YES FEO determination provides a positive response for bringing up the tunnel,
and to analysis of the second question, i.e., "Should I bring up this tunnel?"
Accordingly, once (FEO) determination results in a 'YES', the controller is to check
and compare the efficiency of the two paths—back-up and end-to-end—based on various
traffic related parameters. Any performance measurement tool/logic can be used to
perform the efficiency comparisons (e.g., IP Service Level Agreement (SLA) logic,
Bidirectional Forwarding Detection (BFD) logic, etc.). The result of the efficiency
comparison is referred to herein as a desirability output (DEO), as discussed in the
remaining steps for the centralized implementation, outlined below
Step 5: Desirability Output (DEO) Determination
At this stage, it is assumed that the spoke-hub-spoke tunnel between the two nodes
is already established and a decision is to be made as to whether a new spoke-to-spoke
tunnel should be established between the nodes. For this decision, a comparison test is
performed between the two paths (the present spoke-hub-spoke path and the potential
spoke-to-spoke path) based on various parameters, such as, bandwidth, latency, jitter, rate
of traffic flow, etc.
In one example, this decision can be performed using fast probing mechanisms on
the overlay network (spoke-hub-spoke) and the underlay network between the two edge
nodes. The comparison is triggered by the controller based on the source and destination
IP addresses, as initially shared via the RCPs obtained from the edge nodes. Such a
comparison test can provide comprehensive data, the flexibility to perform various probes,
such as Internet Control Message Protocol (ICMP) probes, Transmission Control Protocol
(TCP) probes, User Datagram Protocol (UDP) probes, Hypertext Transfer Protocol Probes
(HTTP), and may also provide an application-friendly environment. Such testing may also
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be capable of providing end-to-end granularity in a manner that doesn't consume memory
of system devices, as the test results can be stored in a cloud repository.
In some instances, multiple uplink connections (e.g., Multiprotocol Label
Switching (MPLS), 4G/Long Term Evolution (LTE) cellular, 5G cellular, public Internet,
etc.) may be possible in a given deployment, as generally illustrated in Figure 5, below.

Spoke B

Spoke A

Figure 5: Multilink Scenario
In a multiple uplink scenario, as illustrated in Figure 5, the comparison test can be
performed among all the potential paths in order to determine the best/most efficient uplink
path between edge nodes.
Step 6: Desirability Output (DEO) Result
The result of the comparison test is the desirability output (DEO).

Upon

determining the DEO, the controller will generate a decision flag that concludes the output
determination as to whether or not it is desirable to bring-up the spoke-to-spoke tunnel.
Step 7: Tunnel Decision
A DEO corresponding to a negative determination (DEO = NO) based on the
comparison test implies that the spoke-hub-spoke path is efficient enough to handle the
traffic and, thus, no spoke-to-spoke tunnel should be established between the two edge
nodes.
Conversely, a DEO corresponding to a positive determination (DEO = YES) based
on the comparison test implies that the end-to-end (spoke-to-spoke) connectivity path is
more efficient than the existing spoke-hub-spoke and, thus, the spoke-to-spoke tunnel
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between the edge nodes should be established. Accordingly, a positive DEO output results
in the SD-WAN controller dynamically signaling the edge nodes to bring-up the spoke-tospoke tunnel.
Figure 6, below, illustrates an overview of the various steps discussed above
regarding the centralized implementation

Perform Path
Comparison Test

the comparison test to

Figure 6: Centralized Implementation Overview
With reference to Figure 6, the "Can I" and "Should I" processes can be performed
periodically and periodic FEO and DEO determinations can be centrally stored in a table
for each potential tunnel pair, as illustrated below in Table 1.
Table 1: Feasibility and Desirability Table
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Feasibility and Desirability
Table
Potential
Tunnel Pair

FEO

DEO

A <- - >B

Yes

Yes

A < - - >C

No

Yes

A<-->D

Yes

No

B<-->C

No

No

B<-->D

Yes

Yes

C<-->D

No

Yes

In accordance with this proposal, whenever a tunnel is to be formed between two
spokes, the edge nodes would send a 'Mother May I' packet to the centralized controller to
obtain the final decision (yes/no) based on the data stored in the feasibility and desirability
table, as shown in Table 1. The table can be refreshed when there is a change in RCP
parameters, as reported by one or more nodes to the controller. Accordingly, techniques
herein provide for the ability to reduce latency in a fabric topology in order to provide the
best tunnel-path decision for handling traffic between two nodes. In total, this approach
could be described as ‘tunnel-after’ approach.
Another temporal approach to answer the 'Should I' question may, in some
instances, involve first bringing-up a spoke-to-spoke tunnel and then performing the
relevant probing (e.g., checking tunnel latency, etc.) In the event of this ‘tunnel-before’
approach, an option exists to switch to a lighter probing mechanism (e.g., BFD). In this
approach, if a spoke-to-spoke tunnel is found to be more efficient than a spoke-hub-spoke
tunnel, traffic from the spoke-hub-spoke tunnel can be switched to the spoke-to-spoke
tunnel; otherwise, the spoke-to-spoke hub tunnel can be torn-down.
However, there may be instances in which the spoke-to-spoke tunnel that is
brought-up may no longer be needed, in which case the tunnel can be torn-down. For
example, if the traffic rate between the spoke-to-spoke nodes is decreased with time
(resulting in less benefit) such that spoke-hub-spoke would be sufficient for handling the
traffic, the spoke-to-spoke tunnel can be torn-down in order to save an unwanted utilization

9

Published by Technical Disclosure Commons, 2022

6747

10

Defensive Publications Series, Art. 5097 [2022]

of resources. In some instances, the DEO comparison test can be periodically performed
to determine whether a marginal efficiency is provided by the spoke-to-spoke tunnel and,
if so, the tunnel can be torn-down and resource released.
In summary, these are the steps followed in centralized approach:
Step 1: Resource Check Packet (RCP)
Step 2: Data Processing
Step 3: Eligibility Node Repository
Step 4: Feasibility Output (FEO) Determination Based on an 'AND' Operation
Step 5: Desirability Output (DEO) Determination
Step 6: Desirability Output (DEO) Result
Step 7: Tunnel Decision
Moving to a ‘distributed implementation’, with reference to the steps noted above:
Step 1 doesn't take place; Step 2 is performed by the edge nodes, which each generate a
corresponding NEO; in Step 3, the controller creates a repository to store the NEO obtained
from each edge node; and the AND operation in Step 4 is performed by the controller to
obtain the FEO. Thereafter, each edge node performs the comparison test of Step 5 and
the DEO determination of Step 6 in order to determine whether or not to bring-up a spoketo-spoke tunnel, as discussed for Step 7.
Thus, in the distributed implementation, the edge nodes would collect parameters
such as CPU, memory, traffic type/load, etc. and process the parameters to form a metric
that is compared with an eligibility threshold to check their corresponding resource
capacity. The compared value is sent to the controller as the NEO, as generally illustrated
in Figure 7.
NEO

Repository of
NEO from each
node

Feasibility Output (FEO)

Figure 7: Distributed Implementation Process Flow

10

https://www.tdcommons.org/dpubs_series/5097

6747

11

Zacks et al.: DYNAMIC FEASIBILITY, DESIRABILITY EVALUATION, AND EXECUTION FOR S

As illustrated in Figure 7, the controller collects all the outputs (NEOs) from each
edge node and stores NEOs in a repository that is utilized to perform the AND operation
(Step 4) between the NEO of potential source and destination nodes in order to generate a
corresponding FEO regarding potential tunnel establishment between corresponding nodes.
Only if both nodes eligible for a potential tunnel would the FEO determination be a 'YES'.
Next, output of the FEO determination is sent to the corresponding nodes and the
source node would trigger a comparison test (as opposed to the controller performing such
a test in the centralized implementation) in which the result of the comparison test is the
DEO, which indicates whether or not a spoke-to-spoke tunnel is to be established between
corresponding edge nodes. However, each edge node of a spoke-to-spoke pair of nodes is
not aware if the other node of the pair is capable of supporting a tunnel. Thus, each edge
node would need to check with the controller regarding this information, such that the
controller may act as a passive participant to author policies and provide an accurate
depiction to each edge node.
Accordingly, techniques proposed herein provide for the use of newly defined
feasibility and desirability metrics that facilitate a novel filtering method as an aid to
answering the "Can I" and "Should I" questions regarding potential tunnel establishment
in a network topology, which provides for the ability to determine and establish the mostefficient tunnels, such as spoke-to-spoke tunnels, for a given deployment.
techniques

herein

provide

for

the

ability

to

facilitate

Further,

centralized

and

decentralized/distributed implementations through unique communications involving a
centralized controller and edge nodes that provide dynamic operations by monitoring
empirical data. In some instances, empirical data stored in the node repository can be used
to generate trends/patters for faster issue-remediation and/or network enhancements.
Additionally, intelligent feedback loops involving the periodic FEO and DEO
analysis provides for the ability to determine/update dynamic thresholds to determine
whether or not tunnels should be established between nodes. Thus, techniques discussed
herein allow end-to-end visibility over time to facilitate tunnel formation decisions via any
combination of controller and/or edge node operations, which can result in enhanced
trouble-shooting and optimized network implementations.
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Accordingly, the solutions proposed herein provide a generic framework that may
be applied to any Software-Defined network topology, including on-premise network
topologies, cloud network topologies, and/or hybrid network topologies.
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